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1. Introduction

This unit begins with a brief demonstration of the use of Excel for descriptive statistics.  You will then work through the following sections.

(i) Manipulation of data on the spreadsheet
Graphical presentation of data

(ii) Frequency distributions 
Frequency tables and charts 

(iii) Numerical summary of data
How to represent the data using a few meaningful numbers


(iv) Cross-tabulation
One-, two- and three-way analysis of data


(v) Using a sample to make inferences
How much confidence can you have in your simple statistics?

(vi) Summarising relationships in bivariate data
Simple regression

Data collection, recording and analysis

Data analysis (and statistics) is all about looking for patterns in data.  This involves organising and summarising data, and presenting information. 

The ability to extract information from data is the key to good business management.  Unfortunately there is often so much unstructured data that it is either not understood properly or simply ignored.  

The method used to summarise data depends on:

· the type of data

· who wants the information 

· how the information will be used

Before data can be analysed it must be obtained from somewhere.  

Data can be obtained as either primary or secondary data.

· Primary data
is data that we collect ourselves by... 

· observation

· experimentation

· questionnaires

· Secondary data
is usually a summary of data that has been collected by someone else. 
We can obtain this from sources such as... 

· the Central Statistics Office

· company reports

· reports on analysis

Types of data

Data can be classified as


 either 
qualitative (non-numeric), which can be ** 





 
either 
categorical 






     or 
ordinal



    or 
quantitative (numeric), which can be 



  


either 
discrete 






     or 
continuous .
Categorical data provides a non-numeric description of something 

and is usually obtained by...




 observing


For example...




Type of cargo




Vessel class

Ordinal data can be thought of as a type of categorical data that can be ranked 

(so numerical coding is often used) and are again usually obtained by...




observing


For example...




Quality rating   (high. medium, low)




Vessel size group  

Discrete data have a limited range of values

and are usually obtained by...




counting

For example...




Number of palleted loads




Number ships in a fleet

Continuous data can take a continuous range of values

and are usually obtained by...




measurement


For example...




Total weight of cargo




Voyage duration
**  It is common to ignore the distinction between categorical and ordinal data and use the term categorical for all qualitative/non-numeric data.

Simple manipulation and graphical presentation of data 

In this exercise you will learn how to

(i) enter and manipulate data

(ii) customise tables to produce good displays

(iii) produce customised graphs of data

(iv) print the tables and charts

(v) transfer tables and charts to a word processor

1.1 
Example  -  Kaybulk monthly financial data for 1998

Table 2.1 below summarises of company’s monthly financial data for 1998.  In this subsection you will enter the data into a spreadsheet and format the display.

	Table 2.1
	1998
	Revenue
	Op Costs
	Op Profit

	
	January
	£12,345
	£10,034
	£2,311

	
	February
	£16,721
	£13,456
	£3,265

	
	March
	£14,567
	£10,467
	£4,100

	
	April
	£14,324
	£9,989
	£4,335

	
	May
	£20,090
	£8,756
	£11,334

	
	June
	£18,850
	£11,002
	£7,848

	
	July
	£17,350
	£12,345
	£5,005

	
	August
	£13,564
	£10,034
	£3,530

	
	September
	£15,604
	£9,845
	£5,759

	
	October
	£13,450
	£10,234
	£3,216

	
	November
	£20,945
	£15,643
	£5,302

	
	December
	£18,678
	£13,628
	£5,050

	
	Totals
	£196,488
	£135,433
	£61,055


Initiating Excel will depend on which system you are using.

	


	Open Excel

· if there is a problem in doing so consult your tutor

· describe the method you use to open Excel in the space provided
	


Enter the title and table headings.  

· Move the mouse pointer into cell  A1,  click the left hand button on the mouse, then type in  your name and press the  Enter  key  []

· Select cell  B4  and type in the title Kaybulk revenue and operating costs
· In cells  B6,  C6,  D6 and  E6   type the table headings  1998,  Revenue,  Op Costs  and  Op Profit,  respectively

· In future blocks cells will be referred to by the notation  B6:E6
Enter the months.  Excel is quite clever and it can recognise that the word "January" is the name of a month.  You can tell Excel that this is the first in a series of months that you wish to put on the spreadsheet, and it will type the other months in for you. 

[image: image1.png]N





· In cell  B7  enter the month  January,  but do not type in the other months

· [image: image13.png]


Select cell  B7   

· You will see that this cell has a thick border to show that it is selected  

· On the bottom right hand corner of this border is a small square, called the fill handle
· When you point to the fill handle on a cell, the mouse pointer changes to a black cross (not the normal thick white cross with black border). 

· With cell  B7  selected

· click on the  fill handle 

· hold the mouse button down

· drag the selection down to cell  B18 

· and release

You should now see that Excel has filled in the other months for you.

Enter the revenue and operating cost data, but not the operating profit which you will calculate later.
· In cells  C7:C18  enter the values for the revenue (but do not type in the £ sign)

· In cells  D7:D18  enter the values for the operating costs (without the £ sign)

You do not need to type in the values of operating profit as you can get Excel to calculate these for you.  

· Select cell  E7  and type in the formula  =C7-D7
The equals sign tells Excel that it needs to calculate something.  

Although you typed the formula into the cell, the display shows the result of the calculation. 

The result should be 2311.

There is also a quick way of entering cell references in a formula.   

Use this for the February operating profit.  

· Select cell  E8  and type  =     

· Next click on cell  C8  

· Type the symbol  -  (but do not press the Enter key yet)

· Click on cell  D8  

· Press the  Enter  key

Cell E8 should now contain the formula "=C8-D8".   

Excel automatically inserts the cell name in a formula when that cell is selected.   


You can use an even quicker method to fill in the remaining formulas in this column.  

· Select cell  E8
· Click on the  fill handle  and  drag  the selection down to cell  E18
Check the formula in cell E9.  It should read "=C9-D9".  

Excel has copied the formula down "relatively".  

E9 is the difference between the two cells immediately to the right, just as E8 was.  

When working with computers it is very important to keep saving your work regularly.  

You will need to tell Excel the file name and where you want to save it.

· Click on File  in the menu bar, then in the  File menu select  Save As... 

· In future the menu instructions such as this will be abbreviated to  / File / Save As... 

· In the  Save As  dialogue box which appears use the  Save in  box to select one of the following:

· a:  if you are saving to a floppy disk  (make sure have put in your disk)

· u:  if you are saving to your own user directory on the network

· c:  or  d:  if you are saving to the hard disk on your own stand-alone machine

· In the  File name  box and change the filename to  TASK1A 
· When the file is saved Excel will add the default extension  .XLS  which will tell what type of file it is when you are looking at the files on your disk  

· Click on the  Save  button

You should remember to keep saving at regular intervals, so that if you have any technical problems (such your Local Area Network crashing)  you will not lose a lot of work.  Once you have given the filename and location you can use the  Save  option (rather than  Save As...) so that Excel automatically saves with the same filename and location as last time.

· Do this now using  / File / Save 

· Also try clicking on the save tool   [image: image2.wmf]  (equivalent to using  / File / Save)  

Practise closing and opening the file.

· Use  / File / Close  

· Re-open the workbook using  / File / Open
· In the  Open  dialogue box 

· in the  Look in  box select the correct location 

· select the  filename  from the list that appears

· then click on the  Open  button

As well as +, -, * and / , there are many other functions that you can use in Excel to do calculations.  

Use one of these to calculate the total for each column.  

· Select cell  B19  and type in the heading  Totals


· Select cell  C19  and then click the  Autosum button  [image: image3.wmf]

S

   on the toolbar

Excel will put in the formula  = SUM(C7:C18).  

· Press the  Enter  key

· Use the  fill handle  to  drag  the formula across so that the totals for operating costs and operating profit are also calculated

Your totals should be the same as in Table 2.1.

Format the data as currency.

· Select the cells  C7:E19  and use  / Format / Cells... / Number
· in the  Categories  options select  Currency
· in the  Decimal places  option set the number to  0  

· in the  Symbols  options select  £ English (United Kingdom)  


· in the  Negative numbers  options select  -£1,234 (black)
· click on  OK  

There are many ways in Excel that you can change the appearance of your spreadsheet to make it more attractive or eye catching.  For instance, you can change the alignment of the cells so that the text is displayed in the centre of each cell, and put a border round tables of data. 

Centre the data and the corresponding column labels

· Select the cells  C6:E19  and use  / Format / Cells... / Alignment  

· in the  Horizontal Alignment  options ensure that  Centre  is selected

· in the  Vertical Alignment  options ensure that  Centre  is selected

· click on  OK
It is easier to use the Align buttons on the formatting toolbar.

· Try this out by selecting cell  B6  then using 

· [image: image14.png]
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the  left align,  centre align  and  right align  buttons 



· Leave the cell left-aligned

Put a border round the table

· Select cells  B6:E19  and use   / Format / Cells... / Border / Outline / OK
It is quicker to use the borders tool.    

· [image: image17.png]


To underline the titles select the title row in cells  B6:E6  

· [image: image18.emf]Distribution of weekly orders
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Open up the  Borders  tool by clicking on the down arrow 

to get all the options and choose the second option to underline the title

· Use the same method to underline the December row in the table

· Select  B6:B19,  open up the  borders tool  and choose the fourth option from the borders tool to put a  vertical line  
down the right hand side of that column

The type of font can also be changed.  Format the operating profits as italic.

· Select cells  E7:E18  then use   / Format / Cells... / Font  

· In the  Font style  options select  Italic  

· Open the  Colour  options list and choose a suitable colour

· Click on  OK  

The quicker way to make text stand out in bold or italic is to use the buttons on the formatting toolbar. 

[image: image4.wmf]
· Select the title in cell  B4  and click the  bold  tool   

[image: image5.wmf]
· Now select the  totals  and make them  bold  as well

· Format your name in  A1  italics using the  italics  tool  
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Adjust the width of column B.

· Select the column header for column  B   

· Move the mouse pointer so that it is at
the right hand edge of this column header, 
and the mouse pointer changes to a 
double headed arrow  

· Click the left hand mouse button, hold it down while dragging the edge of the column to adjust the width, and then release

 Make any other formatting changes you feel appropriate then...

· Double-click on the nametab at the bottom of the worksheet delete the name Sheet1  and replace it with  1998 data
· Save  the workbook

Printing

1.1.1 Printing directly from Excel

You can add comments to a spreadsheet before printing it out in a report.  But instead of typing text into cells, the best way is to insert a text box which is easy to edit and gives you more flexibility.

· If the drawing toolbar is not displayed use  / View / Toolbars  and select  Drawing  

· [image: image21.png]


Click on the  text box  tool on the drawing toolbar,

· put the cursor anywhere on the spreadsheet

· then  click-and-drag  diagonally downwards to create the text box

· In the text box insert a comment such as  Example printout of Kaybulk data 
· With the text box selected  drag  one of the corners inwards to change the  shape  and  size 

· Click on any  edge  of the  text box  (but not at a corner or the middle of the edge),  then  drag  it to a new location

· With the text box still selected use  / Format / Text Box / Colours and Lines 
· in the  Lines  options set the  Colour  to  Automatic  
· in the  Style  options make your own selection

Having gridlines and row/column headings helps when working on a spreadsheet, but printed reports will generally look better without these.  Excel can print headers and footers.  By default these are the filename and the page number respectively.

· Use  / File / Page Setup... / Sheet  and in the  Print  option list make sure the Gridlines  and the  Row and Column Headings  are switched off

· Use  / File / Page Setup... / Header-Footer  and 

· either 
open up the  Header  options list  and select whichever


printout page header you prefer  

· or  
click on the  Custom Header...  button and make up 


your own printout page header

· then open up the  Footer  list  and select  None
· Use  / File / Page Setup... / Page  and ensure that the  Orientation  is  Portrait
· Use  / File / Print...  and in the  Print What  options choose  Active Sheet(s),  then click on  OK
1.1.2 Copying a table into a Word document  

First transfer the table in a word document in a suitable form for editing and formatting.

· Use  / File / Page Setup... / Sheet,  ensure that  none  of the  Print  options are selected and click on  OK
· Select cells  B6:E19  and use  / Edit / Copy  
(or use the quick method with the  copy  tool [image: image6.png]


 )

· Without closing Excel, open  Word  with a new document 

	· the method of doing so will depend on the system you are using

· if you have a problem consult your tutor

· make a note of the method in the space provided
	


· Use  / Edit / Paste Special... / Formatted Text (RFT),  then  OK 
You will now have a table in Word which you can incorporate into a report for printing later.  You can edit the contents, adjust the column widths, put in borders, change fonts, etc to improve the presentation.

· To go back to Excel click on the  Microsoft Excel  button at the bottom of the screen 
(DO NOT open another copy of Excel)

You may prefer to insert a picture of part of the spreadsheet into a wordprocessed report.  This is useful if you don’t want to edit it in the document but would like to be able to change its size and move it around easily.

· [image: image22.png]


With Excel open use  / File / Page Setup... / Sheet,  ensure that  none  of the  Print  options are selected and click on  OK 

· Select cells  B6:E19  and use the  copy  tool

· Go back to the  Word  document

· Use  / Edit / Paste Special... / Picture,  then  OK 
· Click on a  corner  of the frame and drag to reduce its  size 
· Click-and-drag  the framed picture to a new  location
· With the picture of the table of data selected, 

· use  / Format / Picture... / Wrapping  

· in the  Wrapping style  options select  Square  

· in the  Wrap to  options select  Left   

· Experiment by 

· typing  comments  next to the picture

· changing the  size  and  location 

· changing the  Wrap  options

1.2  Further manipulation of data: the Kaybulk 1999 data

Table 2.3 below shows the data for 1998 and 1999.  

You are going to create the combined table on the second sheet of the workbook.  

	Table 2.3
	1998
	Revenue
	Op Costs
	Op Profit

	
	January
	£12,345
	£10,034
	£2,311

	
	February
	£16,721
	£13,456
	£3,265

	
	March
	£14,567
	£10,467
	£4,100

	
	April
	£14,324
	£9,989
	£4,335

	
	May
	£20,090
	£8,756
	£11,334

	
	June
	£18,850
	£11,002
	£7,848

	
	July
	£17,350
	£12,345
	£5,005

	
	August
	£13,564
	£10,034
	£3,530

	
	September
	£15,604
	£9,845
	£5,759

	
	October
	£13,450
	£10,234
	£3,216

	
	November
	£20,945
	£15,643
	£5,302

	
	December
	£18,678
	£13,628
	£5,050

	
	Total
	£196,488
	£135,433
	£61,055

	
	
	
	
	

	
	1999
	Revenue
	Op Costs
	Op Profit

	
	January
	£15,232
	£13,320
	£1,912

	
	February
	£12,179
	£8,824
	£3,355

	
	March
	£19,044
	£11,377
	£7,667

	
	April
	£13,202
	£9,297
	£3,905

	
	May
	£12,323
	£7,137
	£5,186

	
	June
	£19,742
	£10,953
	£8,789

	
	July
	£19,597
	£7,453
	£12,144

	
	August
	£18,066
	£9,381
	£8,685

	
	September
	£16,080
	£7,601
	£8,479

	
	October
	£14,484
	£8,344
	£6,140

	
	November
	£17,384
	£6,242
	£11,142

	
	December
	£13,338
	£12,063
	£1,275

	
	Total
	£190,671
	£111,992
	£78,679

	
	
	
	
	

	
	Combined
	Revenue
	Op Costs
	Op Profit

	
	Totals
	£387,159
	£247,425
	£139,734



Open the workbook containing the 1998 data and copy it to the second sheet.

· In the workbook you saved as  Task1A,  activate the first worksheet, which you renamed as  1998 data  

· Use  / Edit / Move or Copy Sheet... 
· Select the  Create a Copy  option and ask for the copy  Before Sheet 2,  then  OK 
· Rename  the new sheet as  1998 & 1999 data
[image: image23.png]


You are going to add the data for 1999.  Because you will be extending the table it would be useful if you could see more of the spreadsheet at once.  You can zoom out so that the spreadsheet appears smaller and more of it will fit on the screen.  

· Change the zoom factor to  75%  by opening the  Zoom  tool

· This is the same as using   / View / Zoom / 75%
To create the table of 1999 data, you can save yourself a lot of work if you start by copying the 1998 table. 

· Select cells  B6:E19  and use  / Edit / Copy
· Next select cell  B21  and use  / Edit / Paste
· In cell  B21  change  1998  to  1999  

· Select cells  C22:D33   (taking care  not  to include the operating profit formulas in column E, or the totals formulas in row 34) 

· Use   / Edit / Clear / Contents  to delete the 1998 revenue and operating costs from the 1999 table

Notice that you used the function  clear  rather than  delete.  When you use the delete function, the cells are removed and the cells below them move up to take their place.

When you use the clear function the cells remain where they are but the numbers or formulae within them are removed.

· Enter the new data for  1999  revenue  and  operating costs,  and watch as Excel recalculates the  1999 operating profit  and  column totals
When you copied the formulas in column E, the row numbers were automatically changed so that each formula for operating profit in the 1999 table refers to the correct cells (in the same row).  The copied formulas have the correct "relative" cells.  

Add a summary table after the 1999 table to show the combined totals for 1998 and 1999.   

· In cells  B36  and  B37  enter the labels  Combined  and  Totals  

· Copy  the labels from  C21:E21  and  Paste  into  C36:E36 

· In cell  C37  enter the formula  =C19+C34,  and copy this across into  D37  and  E37 

Now that you have all the data and calculations in your spreadsheet, you can use the formatting options to make it even more attractive.  Experiment with the appearance of your spreadsheet.

· Try using:

· / Format / Cells / Alignment  on some or all of your spreadsheet

· / Tools / Options / View  to remove gridlines and/or row and column headings

· / Format / Cells / Number / Currency  to try alternative ways of displaying the currency

· / Format / Cells / Font to experiment with size, colour, style and font type

· Modify the comment in the  text box  

· When you have finished,  save  your work.

· Also obtain a  printout  of your spreadsheet

Graphical summary of data

This exercise will give you some experience of Excel's power to produce customised graphical summaries of data.   

1.2.1 Single data series, adjacent columns on spreadsheet

First you will produce a vertical bar chart (called a column chart in Excel) for the 1998 revenue. 

· On worksheet  1998 & 1999 data  select cells  B7:C18 
· Click on the  Chart Wizard  button on the standard toolbar to open up the first of four dialogue boxes

· In  Step 1  

· ensure that the  Standard Types  page is active

· in the  Chart Type  options choose  Column 
· select the  first  of the  Chart Sub-Type  options

· click on  Next
· In  Step 2  

· ensure that the  Data Range  page is selected

· confirm the  Data Range  

· in the  Series in  options ensure that  Columns  is selected 

· click on  Next
· In  Step 3  

· on the  Titles  sheet give the  Chart title  as  Kaybulk 1998 Revenue  

· on the  Axes  page confirm that the  Category(X) axis  labelling is set to  Automatic  

· on the  Gridlines  page  deselect  all gridlines

· on the  Legend  page deselect  the  Show legend  option

· on the  Data Labels  page ensure that  None  is selected

· on the  Data Table  page ensure that  Show Data Table  is  not  selected

· click on  Next  

· In  Step 4  

· Place  the chart  As Object In  the current worksheet which you renamed as  1998 & 1999 data  

· Click on  Finish 

Edit the chart so that it appears similar to the one shown in Figure 2.4.1 below.

· Click in the  Plot area
· use  / Format / Selected Plot Area... / Patterns
· set the  Border  and  Area  fill to  None

· click on  OK
· Click on one of the columns on the chart

· use  / Format / Selected Data Series... / Options
· reduce the  Gap Width  to  50%
· click on  OK  

· Click on the  X-axis,  use  / Format / Selected Axis... / Patterns,  then 

· set the  Major Tick Mark Type  to  None
· set the  Minor Tick Mark Type  to  None 

· click on  OK  

· Use  / Format / Selected Axis... / Font  to change the  font size  of the labels on both axes 

· Experiment with the  size,  shape  and  location  of the chart

· Drag  on the middle of one side to change the  width
· Drag  on the middle of the top edge to change the  height 

· Drag  on a corner to change the  shape (ie change the width and height simultaneously)

· Select  the  edge  (not a corner or the middle) of the  chart  and  drag  to  move  it

· Click-and drag  on corners of the  Plot Area  to experiment with the  shape,  size  and  location  of the  plot area  within the chart 

Your chart should look something like Figure 2.4.1 below.

Figure 2.4.1
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Obtain a hard copy of the spreadsheet.

· Select a rectangular area of the spreadsheet to include the tables of data and your chart 

· Because you have inserted a chart as well as the data the spreadsheet may not fit on one page if printed at standard size, so use  / File / Page Setup / Page,  then in the  Scaling  options box click on the  Fit To  option button and select  Fit to 1 Page Wide by 1 Tall 
· Click on the  Sheet  tab and in the  Print  options ensure that you do not print the gridlines or the row and column headings

· Click on the  Header/Footer  tab and customise the header and footer

· Click on the  Print  button and in the  Print What  options choose  Selection,  then click on  OK
For a particular reporting purpose, some chart display styles are more suitable than others. 

· With the chart selected use  / Chart / Chart Type...  to try the different chart types and choose an alternative type which you consider suitable for these data

· Experiment with the formatting using the  /Format  and  /Chart  menus

1.2.2 Single data series, non-adjacent columns on spreadsheet

Produce a chart of the 1998 operating profit data.  

· Select  B7:B18  then hold down the Ctrl  key while you also select  E7:E18
· Use the  Chart Wizard  tool to obtain a  column chart  for these data and  customise  it

· Locate  it beneath the chart of the 1998 Revenue data

· Save  the workbook

Multiple data series

Produce a chart of the 1998 Profit and Operating cost data. By selecting the titles as well as the numbers, you can use these as names for the two series of data.

· Select  B6:B18  and also  D6:E18, again using the  Ctrl  key when selecting non-adjacent areas

· Click on the  Chart Wizard  button 

· In  Step 1  

· ensure that the  Standard Types  page is active

· in the  Chart Type  options choose  Column 
· select the  Second  of the  Chart Sub-Type  options (Stacked Column)

· click on  Next
· In  Step 2  

· on the  Data Range  page selected, confirm the  Data Range,  and in the  Series in  options ensure that  Columns  is selected 

· on the  Series  page, with  Series 1  selected give the  Name  as  Operating Cost,  
and with  Series 2  selected give the  Name  as  Operating Profit
· click on  Next
· In  Step 3  

· on the  Titles  sheet give the  Chart title  as
      Kaybulk 1998 Operating Costs and Profits  

· on the  Axes  page confirm that the  Category(X) axis  labelling is set to  Automatic  

· on the  Gridlines  page  deselect  all gridlines

· on the  Legend  page  Show legend  on the  Right  

· on the  Data Labels  page ensure that  None  is selected

· on the  Data Table  page ensure that  Show Data Table  is  not  selected

· click on  Next  

· In  Step 4  

· Place  the chart  As Object In  the current worksheet 

· click on  Finish  

Notice that with this format the revenue is given by the total height.

Improve the appearance of the chart.

· Improve the  formatting  of the chart

· Adjust the  shape  and  size,  and  locate  the chart below the others

· Use  / Chart / Chart Type... to try the different  Chart Sub-types 

Multiple data series with 3D Column chart

Produce a chart of the operating profit for 1998 and 1999.

· Select  B7:B18, E7:E18  and  E22:E33
· Click on the  Chart Wizard  button 

· In  Step 1  choose  Column  chart type and  the  Seventh  subtype

· In  Step 2 if Chart Wizard does not recognise the data ranges correctly then on the  Series sheet 

· Remove  all the  Series,  one by one

· Add  a  Series,  give its  Name  as  1998,  and define the location of its values by clicking in the  Values  field then selecting the range  E7:E18  on the worksheet

· Add  a second  Series,  then  Name  it as  1999  and define the location of its  Values  as  E22:E33  

· Click in the  Category (X) axis labels  field then select the range  B7:B18  on the worksheet
· In  Step 3  

· Give the  Chart title  as Kaybulk 1998 & 1999 Operating Profits  

· Deselect  all gridlines

· Deselect  the  Show legend  option  

· In  Step 4  
· place the chart  As Object In  the current worksheet

· click on  Finish 

Improve the appearance of the chart.

· Adjust the  size,  shape  and  location  of the chart (especially the height in relation to the width)

· Can change the  orientation  of a 3-D chart  by clicking on any corner of the 3-D "box" in which the chart is drawn (try with the bottom right hand corner first) and dragging the corner round to adjust the orientation 

· Customise  the chart further, eg by changing the shading

You will obtain a printout which contains the column chart, the stacked column chart and the 3-D chart on one page, but first modify the spreadsheet display.

· You may find it helpful to adjust the  Zoom  factor

· Adjust the  shape,  size  and  location  of each chart

· Insert  Text Boxes  and enter comments on each of the charts

· Obtain a  printout  containing the charts and the text box, adjusted to fit on one page of A4, with no gridlines and no headers/ footers

· Save  the worksheet

In future you will not be reminded to keep saving.  Do so at regular intervals in case there is a technical fault that causes you to lose the work you have done.

Exercise

Work in groups of not more than three.
Produce a report on one side of A4 showing:

(i) what you consider to be the most appropriate display of the Kaybulk 1998/9 data 

(ii) a comment on the most prominent changes from 1998 to 1999   

Show your report to your tutor during the 2nd or 3rd week lab session.  

This exercise enables you to obtain feedback, especially on report style and presentation. 

Frequency distributions


By the end of this section you should be able to 

(i) organise raw data for statistical analysis

(ii) sort data

(iii) produce frequency tables

(iv) produce frequency charts

(v) interpret frequency tables and charts.

You should always think about how you organise data 





- a bit of thought can save you a lot of work!  

Basically

(i) each type of thing you have measured should be in a separate  column
· these are called  variables.

(ii) each subject or unit you have measured should occupy a separate  row
· these are often called  cases.  

1.3 Frequency distributions for whole number data


The data set you are about to work on is the number of orders received by a company each week in Financial Year 1998/9.  The data are found in the Excel97 workbook INTSHIPDATA1.   You will make a copy of the file under another name and work on this copy to preserve the original data file.

· Start up  Excel97  and open the file  IDATA100
· Use  / File / Save as...  and give the workbook the name  UNIT1
· Click on the tab for the worksheet labelled  Weekly orders
· Scroll up and down the worksheet to see what the data look like

· Centre align  both text and numbers for the whole spreadsheet by selecting the  Select All  button to the left of the column headers and clicking on the  Centre  button on the  Formatting  toolbar  

By default Excel left-aligns text and right-aligns numbers, which is often inconvenient.

It is sensible practice to leave blank rows at the top of any worksheet for titles, summaries and other “administrative” information.

Sorting data

It is not easy to glean any  information  from the data just by looking at it.  We are now going to  organise  the data by putting all the weeks with 0 orders, 1 order, etc. together.

Because your data have titles and occupy an unbroken block of rows and columns Excel will be able to treat your data as a  list  or  database .  You can therefore use the  sort  facility to organise the data.

· Click on  any cell  within the block

· Use  / Data / Sort
Excel will automatically select all adjacent rows and columns containing data as a database.

· Set  the  Sort by  column to be No of orders
· Choose  Ascending  order 

· Confirm that  My list has  a  Header row  

· Click on  OK
You should now see that all the data are in ascending order of number of orders, so that all the 0's are together, followed by all the 1's etc.  Scanning down the data now you can pick up some features, and could get the count of each order size by looking at the number of rows they occupy.

Looking at the top and bottom of the sorted data will give you the extreme values.  This is usually where you find errors in the data!  For example, it is easy to type 1 as 11.  Any week with this number of orders would appear at the bottom of this sorted data set.  You would then need to decide if this value was right or wrong.

The week number stays with the corresponding value for number of orders so that the data could be sorted back into week order using week number as the sort key.

· Sort  the data into the original order

Generating a frequency table for discrete data

One simple way of summarising data is to produce a  frequency table.  This will show the number of weeks with 0 orders, 1 order, etc.

First you need to know the maximum and minimum number of orders in a week.  

· In cells   E3 and E4  type the title  Max =  and  Min= 

· In cells   F3  and  F4  type the formulae  =MAX(C4:C55)  and  =MIN(C4:C55)
The maximum and minimum should be  6  and  0 

You now know that the possible values for the number of orders in each week are 
0, 1, 2, 3, 4, 5 and 6,  so create the row labels for the frequency table.

· In cell  E6  enter the title  No of orders  and use  / Format / Column / Autofit Selection  so that the column is wide enough for the title 

· In cells  E7:E13  (which means all the cells in the block from E7 to E13 inclusive) enter the numbers  0, 1, ... 6.  

These are known as  bins  because one way of counting the numbers in each category would be to label 7 storage bins as 0,1,...6 then put a counter for each week into the appropriate bin according to its number of orders.

Now for the clever bit - creating the frequencies.

· In cell  F6  enter the title  Frequency  and  Autofit  the column width

· Select cells  F7:F13 

· Enter the formula   =FREQUENCY(C4:C55,E7:E13)  but don’t  press the  Enter  key

· In order to enter the formula into  all  the selected cells  F7:F13  you enter the formula as an  array formula , so hold down both the  Shift  and  Ctrl  keys while you press  Enter
The explanation of the  =FREQUENCY(..)  formula is as follows.  

· The block of cells  C4:C55  is the source data.  

· The block of cells  E7:E13  are the bins.  

· Using  Ctrl / Shift / Enter  creates an array formula which automatically references the correct cells.

Your results should look like Figure 3.1.2 below.
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Figure 3.1.2

Note that cell 
F7   contains the number of weeks with 0  orders

F8 
   “
“               “            “  
     “ 
     “     1  order

  :

  :  

F13       “
“               “            “  
     “ 
     “    6  orders

Now check the total number of weeks.

· In cell  E15  enter the title  Total
· In cell  F15  use the  Auto-Sum  button [(] to enter the formula  =SUM(F7:F13)  to get the total

The answer should be  52  (weeks in the year).

Displaying the frequency distribution as a chart

Display the frequency table as a (vertical) bar chart.  

Note that Excel uses the term column chart  to describe vertical  bar charts

and reserves the term bar chart  for horizontal  bar charts.

· Select cells  F6:F13  (including the title) containing the frequencies

· Click on the  ChartWizard  tool to open up the first of four dialogue boxes

· In  Step 1  

· ensure that the  Standard Types  page is active

· in the  Chart Type  options choose  Column 
· select the  first  of the  Chart Sub-Type  options

· click on  Next
· In  Step 2  

· ensure that the  Data Range  page is selected

· confirm the  Data Range  and that the  Series  are  in Columns  

· click on the  Series  tab to add the X-axis labels

· [image: image26.emf][image: image27.bmp]click on the  Collapse Dialogue Box  
icon at the right of the  
Category (X) axis labels  box 

· drag over (ie select) cells  E7:E13  and press  Enter 

· click on  Next
· In  Step 3  

· on the  Titles  sheet give the  Chart title  as  Distribution of weekly orders,  the  Category (X) axis   title as  No of orders  and the Value (Y) axis  title as  No of weeks  

· on the  Axes  page confirm that the  Category(X) axis  labelling is set to  Automatic  

· on the  Gridlines  page  deselect  all gridlines

· on the  Legend  page deselect  the  Show legend  option

· on the  Data Labels  page ensure that  None  is selected

· on the  Data Table  page ensure that  Show Data Table  is  not  selected

· click on  Next  

· In  Step 4  

· Place  the chart  As Object In  the current worksheet which is  Weekly orders   

· Click on  Finish 

Edit the chart so that it appears similar to the one shown in Figure 3.1.3 below.
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It the  Chart Editing Toolbar  is still open when the chart is selected 
then  Close  this toolbar, which has only a limited set of facilities

· Click in the  Plot area
· use  / Format / Selected Plot Area / Patterns
· set the  Area  fill to  None  and the  Border  to  None
· click on  OK 

· Further modify the chart by

· adjusting the  shape,  size  and  location  of the  plot area  within the chart

· adjusting the  shape,  size  and  location  of the  chart  within the worksheet

· On the horizontal axis, take off the tick marks separating the values 
(which only serve to distract here) by clicking on the axis and 

· using  / Format / Selected Axis /Patterns...  

· in the  Major tick mark type  options select  None 

· the click on  OK 

[image: image30.emf]Figure 3.1.3

Note that the bar (column) chart is presented correctly with gaps between the bars.  
The number of orders in a week must be a whole number.

One of the nice features of Excel is that the chart is dynamically linked to the frequency table from which it was generated, and the frequency table is dynamically linked to the data from which it was created.

· In cell  C4  change the number of orders in the first week to  6 

Notice that the frequency table and chart are instantly updated.

· In cell  C4  change the number of orders in the first week back to  1 

· Save  your work

Frequency tables and histograms for continuous data

You are going to continue your  work on transforming  data  to  information.  
You will extend the work on frequency tables and learn about histograms.

1.3.1 The data

You will now look at the values of the orders.  These can be found on the next worksheet.  

· Activate the worksheet labelled  Order values 

The three columns of data are a reference number for the order, the week in which the order was received, and the value of the order

You've now got lots of data but little information.  To be able to create a frequency table and chart you first need to know the maximum and minimum order values.

· Select the  order values  worksheet and  right-align  all the cells

· In cell  F3  enter the title  Max =  and in cell  G3  use the formula
=MAX(D4:D102)  

· In cell  F4  enter the title  Min =  and in cell  G4  use the formula  
=MIN(D4:D102)
The maximum and minimum values are £58,328 and £1,764 respectively.

The frequency distribution as a table

One useful way to get information from data is to use a  frequency distribution  which can be displayed as a  histogram.  This is similar to what we did in the previous section with discrete data, but producing a sensible, useful analysis of continuous data requires rather more care.

You are going to have to put the data into groups, so you will need to decide on how many groups to use.  Note that the data covers a range of about £60,000.  If you use groups of £1000 you will end up with 60 groups.  Other group widths lead to other numbers of groups as below.

	Group Width
	No. of groups

	   £1000

   £2000

   £5000

£10,000

£20,000
	60

30

12

6

8


Note that you should always use group widths of 1's, 2's or 5's (10's, 20's, 50's etc.)

How many groups do we need?  

This is to some extent subjective, but there is a good rule of thumb.

	No of data items
	No of groups

	1 – 10

11 – 100

101 – 1000
	up to 10

10 – 20

20 – 30


You have  99  data items and so you need  10-20  groups.  Looking at the previous table suggests that a group width of  £5000  would be sensible, giving you  12  groups.

Now you know how you want to group the data, you can enter the divisions between the groups.  These are like the ‘bins’ in the last section.

· In cell  I3  enter the title  Upper limit
· In cell  I4 enter the value  5000
· In cell  I5  enter the value  10000
· Select cells  I4:I5  and use the  fill handle  at the bottom right  of the selected block to drag down as far as  I15,  giving you the series  5000, 10000, 15000, ... ... , 60,000
Now enter the  FREQUENCY(..)  function as an array formula.

· In cell  J3  enter the title  Frequency
· Select cells  J4:J16  which is one more than the number of  bins

The extra bin is useful for continuous data as it can contain the values greater than the current maximum bin limit

· Enter the formula  =FREQUENCY(D4:D102,I4:I15)  and use  Ctrl / Shift / Enter  
The frequency distribution will appear as a table in cells J4:J16.  Excel puts into each 'bin' those data values less than or equal to the bin value but more than the preceding bin value.

· Improve the table  Format  
Your frequency table should look like Figure 3.2.2 below.
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Figure 3.2.2 

It is good practice to confirm the total number of data values by adding the frequencies.

· In cell  I17  enter the title  Total = 

· In cell  J17  enter the formula  =SUM(J4:J16) 

The total should be 99.

The frequency distribution as a histogram (chart)

Usually, a visual display of data is more easily understood than a table of numbers.  The chart which displays a frequency distribution is known as a  histogram.  This looks like a bar-chart but has two subtle differences:  

(i) Because the data are continuous there should be no gaps between the bars.  

(ii) Each bar represents a range of values and Excel puts the upper limit as a label in the middle of each bar.  This is incorrect and you will need to calculate the values in the middle of each bar in order to put these on the chart.

Calculate the values at the mid-points of the intervals.

· Select the column  J  header  and use  / Insert / Columns  to move the frequencies to column K leaving column J empty

· In cell  J3  enter the title  Mid-point
· In cell  J4  enter the formula  =I4-(I5-I4)/2  
The mid-point is the upper limit minus half the bin width.  If the lower limit was not zero then this would still give the correct answer.

· In cell  J5  enter the formula  =(I4+I5)/2 

This is the average of the lower and upper limits of the bin.

· Copy this formula  down the column as far as  J15
· In  J16  enter the label  More
Produce the histogram of the frequencies in cells K3:K16 (including the title) using the mid-point values to label the X-axis. 

· Select cells  K3:K16  and click on the  Chart Wizard  button 

· In  Step 1  

· ensure that the  Standard Types  page is active

· in the  Chart Type  options choose  Column 
· select the  first  of the  Chart Sub-Type  options

· click on  Next
· In  Step 2  

· ensure that the  Data Range  page is selected

· confirm the  Data Range  and that the  Series  are  in Columns  

· click on the  Series  tab to add the X-axis labels

· click on the  Collapse Dialogue  icon at the right of the  Category (X) axis labels  box

· drag over the x-axis labels in cells  J4:J16  and press  Enter 

· click on  Next
· In  Step 3  

· on the  Titles  sheet give the  Chart title  as  Distribution of order values,  the  Category (X) axis   title as  Order value  and the Value (Y) axis  title as  No of orders  

· on the  Axes  page confirm that the  Category(X) axis  labelling is set to  Automatic  

· on the  Gridlines  page  deselect  all gridlines

· on the  Legend  page deselect  the  Show legend  option

· on the  Data Labels  page ensure that  None  is selected

· on the  Data Table  page ensure that  Show Data Table  is  not  selected

· click on  Next  

· In  Step 4  

· Place  the chart  As Object In  the current worksheet which is Order values   

· Click on  Finish 

Your bar-chart should look similar to Figure 3.2.3(a) below.  You will notice that 

· there are gaps between the bars, which is incorrect

· on the X-axis the association between the tick-marks and the mid-point values is not clear.
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Figure 3.2.3(a)

Edit the chart to correct the presentation.

· With the chart selected,  close  the  Chart Editing Toolbar  which has only a limited set of facilities

· Click in the  Plot area,  use  / Format / Selected Plot Area / Patterns,  and set the  Area Fill  to  None  and the  Border  to  None
· Click on one of the columns on the chart and use 
/ Format / Selected Data Series / Options,  to set the  Gap Width  to  0  

· Click on the  X-axis,  use  / Format / Selected Axis / Patterns,  then 

· set the  Major Tick Mark Type  to  Inside
· set the  Minor Tick Mark Type  to  Cross
· With the  X-axis  selected,  use  / Format / Selected Axis / Alignment  and set the  Alignment  to  90(   

· Further modify the chart by

· adjusting the  shape,  size  and  location  of the  plot area  within the chart

· adjusting the  shape,  size  and  location  of the  chart  within the worksheet

Your improved histogram should look like Figure 3.2.3(b) below.
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Figure 3.2.3(b)

As is common with the distribution of many financial values, and of many other data, this distribution is highly asymmetrical (skewed) with a large preponderance of the data at the lower end of the scale.  Note the occasional high values.

Shapes of distributions

	Data for which the distribution is 


fairly symmetric


unimodal

are commonly referred to as 

             “well-behaved".
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The Normal distribution is well defined mathematically and provides a good model for well‑behaved data.

For example
-  heights of adults



-  weights of tins of baked beans

Some data have skewed distributions

	Typical examples of positive skewness 
  (long "right hand tail") are:

   - incomes

   - journey times on scheduled route
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	Typical examples of negative skewness 

    (long "left hand tail") are:

   -  vehicle speeds

   -  lifetimes of equipment
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Changing the group (bin) widths

This frequency distribution and the histogram are rather unsatisfactory as they stand because the vast majority of the data is crammed into 3 bins at the left-hand end of the chart, losing a lot of detail.  You need to expand the lower part of the diagram, where all the data are located.  Because most of the data lies in the range £0 to  £20000, it is be sensible to use 12 classes, but a sensible width is now £2000.

Change the bin values.

· In cell  I4  enter the value  2000
· In cell  I5  enter the value  4000
· Select cells  I4:I5  and use the  fill handle  to drag down as far as  I15,  giving you the series  2000, 4000, 6000, ... ... , 24000 

· Save  your workbook.

The chart will be updated because

(i) the mid-points in column J are recalculated from the new bin values in column I

(ii) the =FREQUENCY(..) formulae in column K are dynamically referring to the bin values in column I

(iii) the chart refers dynamically to the values in columns J and K

Your chart should look something like Figure 3.2.4 below.
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The new breakdown of the data gives us more detailed information.

Note that you now have 3 values in the  More  (than £24,000) category.  The magnitude of these values is not illustrated in the histogram but should be referred to in any statistical report.  Presenting both versions of the histogram would be a very informative approach.

Frequency tables and charts for categorical data

The orders received are categorised as of type A, B, C or D according to the type of client and whether it is a repeat order, etc.  Unfortunately the  =FREQUENCY() function cannot be used to analyse non-numeric data.  There are two possible approaches to producing a frequency table for categorical data such as this:

(i) re-code all non-numeric codes as numbers and use the =FREQUENCY() function

(ii) leave the codes as non-numeric and use the Excel Pivot Table facility, rather than the =FREQUENCY() function.

The Pivot Table is much easier and more powerful.

First have a look at the data.

· Activate the next worksheet labelled  Order types 
There is now a new column containing the order types.

Produce a frequency table using the Pivot Table Wizard.

· Select cells  E3:E102  containing the order types (and the title)

· Use  / Data / Pivot Table Report...  and you will meet the 1st of 4 steps of the  Pivot Table Wizard 

· In  Step 1  confirm that the data are in a  Microsoft Excel list or database  and click on   Next> 

· In  Step 2  confirm that the data range as  E3:E102  and click on   Next> 

· In  Step 3 

· drag the  Order type  button onto the  ROW  area of the table

· also drag the  Order type  button onto the  DATA  area 

Excel will produce a  Count of Order type  button in the DATA area which shows what will be in the Pivot Table

·  click on   Next>
· In  Step 4  put the Pivot Table in the  Existing worksheet  starting at cell  G3  by clicking on that cell and then  Finish 

Your Pivot Table should look like Figure 3.3 below.
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Figure 3.3
You now be able to produce a chart of this frequency distribution.

· Use the  Chart Wizard  to produce a well-formatted chart of the frequencies in  H4:H8  and using the order types in  G5:G8  as the X-axis labels.

The Pivot Table is not dynamically linked to the data as it was with the =FREQUENCY() function, but it can be updated if you change data values.

· In cell  E4  change the order type to  D 

Neither the Pivot Table nor the chart reflects this change.

· If you do not have a Pivot Table toolbar use  / View / Toolbars / Pivot Table 
· Click anywhere within the  Pivot Table  and on the  Pivot Table toolbar  click on the  Refresh Data [!]  button

The Pivot Table is now updated (refreshed) and because the chart is dynamically linked to the frequencies in column H this will also change.

· Save  your workbook

1.4 Notes on other features of Excel

 (i) Frequency tables and charts can be produced from numeric data using Excel’s  Histogram  tool in the  Data Analysis ToolPak .  However, the output is not dynamically linked to the data, and you still need to set up the bins, edit the chart to remove the gaps and replace the incorrect X-axis labels for continuous data.

 (ii) Pivot Tables can be used for discrete data such as number of orders each week, but cannot be used for continuous data because every different value would be interpreted as a different category.

Representing the data by a few useful numbers

Populations and samples

Throughout life we make decisions based upon  samples - be they data we have collected ourselves, a  ‘Which?’  report, an opinion poll on TV, or even the opinions our friends express over a beer!

It is commonly impossible or at least impractical to obtain data for the whole of a 

population - the entire set of items to be considered and about which conclusions are to be drawn.  The usual approach is to consider a sample - a subset of the population.  

Sampling methods are numerous.   The basic (and arguably the most important) method is random sampling where each member of the population has the same chance (probability) of being included in the sample.  There are other methods of sampling which can give  representative  samples, but these are not necessarily unbiased.  Be aware that most of the data on which people base day-to day decisions is collected in a  haphazard way, rather than in a representative or random way.

A sample statistic is then used to estimate the value of a corresponding value in the  population  commonly called the population  parameter

For example...  




a  sample mean  is an estimator for the  population mean
By the end of this section you should be able to

(i) determine the arithmetic mean of a set of data;

(ii) determine the median of a set of data;

(iii) determine the range of a set of data;

(iv) determine the quartiles of a set of data;

(v) determine the standard deviation of a set of data;

(vi) choose the appropriate summary statistics for different circumstances.

The problem of assessing how reliable your results are will be addressed in the following section.

Estimating the centre of a set of data

This section looks at three measures of central tendency or location
These are the 
mean



median



mode
1.4.1 The mean

The sample mean is what you get if you add up all the values and then divide them equally amongst the sample.  For example, the mean order value would be calculated by pooling everybody’s order value and then sharing the total out equally.

Formally, the mean is defined as
[image: image10.wmf]n

/

x

 

=

  

x

   

å




where
[image: image11.wmf]     

x

å

   is the sum of all the measurements



  
[image: image12.wmf] n 

   is the number of measurements

The mean is what most people usually understand by the word 'average'.

The example data for which you will produce a statistical summary are the 99 order values for which you have already produced a frequency distribution.

· In the workbook  UNIT1  activate the sheet  named   order values  which contains the order value data and its associated frequency table and histogram

You will put your statistical analysis at the top of the worksheet to the right of the frequency table.  

· You need the range  M3:N20  available

· If your  histogram  occupies this space then  move it
· In cell  M3  enter the title  Statistical summary,  left-align  it and make it   bold 

Calculate the mean order value for these people using the =AVERAGE(..) function.  

· In cell  M5  enter the title  Mean
· In cell  N5  enter the formula   =AVERAGE(D4:D102)
· Select cell  N5 and use  / Format / Cells.. then on the  Number  tab card

· in the  Category   list select  Currency  

· set the  Decimal Places  to  0 

· set the  Symbol  to  £ 

· set the  Negative Number  format to  -£1,234 (red) 

· click on  OK 
You should have a mean order value of  £8,046.
The median

The median is the middle value when the data are sorted in increasing (or decreasing) order.  Half the data will have a value above the median, and half will be below.  This is another sensible measure of the centre of the data.

· For a sample of size 7 the median is the 4th measurement.

· For a sample of size 8 the median is the 4½th measurement 



(that is half-way between the 4th and 5th values).

· For a sample of size n the median is the ½(n+1)th measurement.

One way to find the median is to sort the data, then select the middle value. Each value has already been given a reference number so that, later, the data can be put back into the original order

· Select any cell in the block of data in columns  B:D 

· Use  / Data / Sort  and  Sort by  the column labelled  Order value  (column D)

When the 99 order values in D4:D102 are sorted the median order value will be the 50th value in cell  D53  (£6191).

The easy way to do this, of course, is to use Excel’s =MEDIAN(..) function which works when the data are not sorted.

· Sort  the data block back into  Reference  number order

· In cell  M6  enter the title  Median
· In cell  N6  enter the formula  =MEDIAN(D4:D102)
· Use the  Format Painter  on the  Standard Toolbar  to  copy  the currency format from cell  N5  to cell  N6  then use the  Increase Decimal  button on the  Formatting Toolbar  to display the median to  1 decimal place 

This leaves the value (£6191.0) displayed to the nearest  £0.1 to remind you that it might be half-way between two observed values.

1.4.2 The mode 

The  mode  is the most common value. This is normally used only for data (such as number of orders) which is not a continuous measurement.  The order values are effectively all different so that there is no ‘most common’ value.

· On the worksheet  Weekly orders  look at the frequency table and the chart to check that the  modal  (most common) number of orders per week is  1 

· On the worksheet Order types  check that the  modal  order type is  C 

· Go back to the worksheet  Order values 

1.5 Estimating the spread of a set of data

This section looks at three measures of spread or dispersion.
These are the range



inter-quartile range



standard deviation
1.5.1 The Range

The range is defined as the difference between the maximum and minimum values. 

Sometimes the range is given by stating the maximum and minimum and not working out the difference explicitly.

The range is not very useful as a measure of spread.  It only uses two data values and is very sensitive to extreme values.

The  range  can simply be found from the  maximum  and  minimum .

· On worksheet  order values  select cells  F3:G4,  move the mouse pointer to the edge of the block (so that it changes to an arrow) and  drag  the contents to the new location  M8:N9 

· In cell  M10  enter the title  Range
· In cell  N10  enter the formula  =N8-N9 
· Format the values to the nearest  £ 
The inter-quartile range

The inter-quartile range is the range of the middle 50% of the data.

The lower quartile (Q1) is the value half way between the minimum and the median when the values have been sorted in ascending order.

The upper quartile (Q3) is the value half way between the median and the maximum value when the values have been sorted in ascending order.

There are a number of slightly different ways of defining where the quartiles are exactly depending upon the number of data points (can they be divided into 4 equal parts?) and the scale of measurement of the data (continuous or discrete?).  These distinctions do not matter - except to purists – provided that, when you compare datasets you calculate the quartiles in the same way.

The inter-quartile range is a robust measure of spread.  It is not sensitive to extreme values, and is therefore useful in exploratory data analysis.  It is a suitable measure of spread for badly behaved (e.g. highly skewed) data. 


The quartiles could be found from the sorted data.  
The method used by Excel puts 

· the lower quartile  (Q1)  mid-way between the 1st (minimum) and the  25th (median) value, ie between the 25th and 26th values

· the upper quartile  (Q3)  mid-way between the  median (50th) and the  99th (maximum) value, ie between the  74th  and  75th  values

The  =QUARTILE(data,quartilenumber)  function will produce the lower quartile Q1 if the quartile number is set to 1 and the upper quartile Q3 if the quartile number is set to 3.

· In cell  M12  enter the title  Upper quartile
· In cell  M13  enter the title  Lower quartile
· In cell  M14  enter the title  Inter-quartile range
· In cell  N12  enter the formula  =QUARTILE(D4:D102,3)
· In cell  N13  enter the formula  =QUARTILE(D4:D102,1)
· In cell  N14  enter the formula  =N12-N13
· Format  the results sensibly

The Inter-Quartile Range shows that the middle 50% of the data covers a range of about £5000.  This is not affected by any changes in a few very high values!

The standard deviation

The  standard deviation  is the most commonly quoted measure of the spread of a set of data, but also the most misunderstood.  The mathematical definition as the square root of the mean of the squared deviations from the average is hardly helpful!  It is easily calculated in Excel.

The standard deviation is calculated with the  =STDEV() function.

· In cell  M16  enter the title  Standard deviation
· In cell  N16  enter the formula  =STDEV(D4:D102)
· Format  the standard deviation to the nearest  £ 
The answer should be  £7,849.

For data which are very asymmetrical, the standard deviation is not a very good measure of the spread.  In the case of these order value data, for instance, the standard deviation is inflated because of a few unusually high order values.
Uses of the standard deviation

The standard deviation is important because, for well-behaved data, the mean and standard deviation tell you just about everything about the distribution.

For data which are reasonably ‘well behaved’ and have a histogram which is bell-shaped, just over twice as much data lies within one standard deviation of the mean as lies outside this range.  Also, about 95% of the data lie within two standard deviations of the mean.  Such a distribution is known as the Normal distribution. 
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So, for such ‘well behaved’ data

the range from   mean ( standard deviation   to   mean + standard deviation  








will include about two-thirds of the data

the range from   mean ( 2(standard deviation   to   mean + 2(standard deviation 








will include about 95% of the data.  

the range from   mean ( 3(standard deviation   to   mean + 3(standard deviation 








will include about 99.75% of the data

· Inspecting your data for possible errors or values which are correct but very unusual is an on-going process which should make use of the frequency distribution chart and the statistical summary.  For well-behaved data we expect "virtually all" values to be within 3 standard deviations of the mean and we would be suspicious of those lying outside this range.  

· There is a large area of industrial Statistical Process Control (SPC) which uses ‘control charts’ with the 3 SD limits to warn operators when a production process may be failing quality checks.

Statistical reporting

1.5.2 Reporting numerical values

Throughout this section you have rounded many of the results to whole numbers.

You will have noticed when using Excel that any answer which is not a whole number is displayed with as many decimal places as possible,  but it is usually not justifiable to report such a precise answer.  

In the case of the order value data a reported average value of £8046 is much more sensible than £8045.717.

Reporting the average to the nearest tenth of a penny represents unjustifiable precision, given the magnitude and spread of the data, and also the likelihood of some errors.  Even if there were no data collection errors (as there generally are in most data sets) all the values appear to have been rounded to the nearest £.

Beware of  spurious precision! 

1.5.3 Which statistics should you use?

When providing a summary of data to  give information  remember that a simple picture such as a histogram is a good means of conveying information. You should also  give statistics   but which ones?

There is no absolute rule, but good practice is:

if the histogram is reasonably symmetrical with no extreme outliers, 

quote the mean, standard deviation (and max and min)

if the histogram is asymmetrical (skewed) or has extreme outliers,

quote the median, upper and lower quartiles (and max and min)

Generally, when you give a statistical summary of a dataset you give measures of centre and spread, and comment on the shape of the distribution.

	Give your statistical summary of the order value data here




Statistics from secondary data 

Sometimes you will need to produce a statistical summary from a set of data for which you do not have the original values.  All you have is a frequency distribution as either a table or a chart.  This commonly happens when you are dealing with data produced for or by another organisation such as the Government Statistical Service.

You will work with the frequency distribution of the order value data, but you will make a copy on a new sheet and delete the raw data.  You will need the original ‘bins’ so that all the values fall in a numerical interval, not just ‘More’.

· With the worksheet  Order values  activated use  / Edit / Move or Copy Sheet...
· from the  Before sheet:  list select the sheet named  Order types 

· select  Create a Copy 

· click on  OK  
Your new worksheet will be called  Order values (2) 

· In cells  I4:I15  enter the values  5000, 10000, ... 60000
The frequency table and chart should automatically be updated.  
There should be no values in the ‘More’ bin.

You are now going to delete the raw data, but first you need to unlink the frequency table from the data.

· Select cells  I3:K16  and use  / Edit / Copy 

· With the same range selected use  / Edit / Paste Special...  then from the  Paste  options select  Values  and click on  OK 

· Click on one of the frequencies and confirm that you now have a value rather than a formula.

· Move  the title from  C1  to  I1 

· Select columns  A:G  and use  / Edit / Delete  

You now have only the frequency distribution without the raw data, and the statistical formulas in column G now have no data to work on.

· Clear   the contents of cells  F3:G16  containing the statistical summary

The mean of grouped data

It is possible to calculate the mean (approximately) from the grouped data in your frequency table with group widths (intervals) of £5000 by assuming that all order values are at the mid-point of the interval. This gives 35 order values of £2500, 43 order values of £7500, and so on. 

The calculation of the approximate mean proceeds as follows:

(i) Multiply the mid-point of each interval by the number (frequency) of orders in that interval to get the approximate total order value for the orders in that interval.  

(ii) Then add up the total for all the intervals to get the overall total order value.  

(iii) Finally divide by the total number of orders.  

You may want to work this out for yourself, but if not, here are the instructions.

· In cell  E3  enter the title  Mid x Freq
· In cell  E4  enter the title  =C4*D4  and use the  fill-handle  to copy this formula down as far as cell  E15  
This gives the approximate total order value in each interval.

· In cell  E18 use the  Autosum  button  [(]  to calculate the total value of all the orders

· In cell  H3  enter the title  Approx mean,  and in cell  I3  enter the formula  =E18/D18   to get the (approximate) average order value

· Format  the answer to a whole number  (£7955)

Check to see how this approximate value compares with the exact average value in cell N5 on the previous sheet.

The median of grouped data

If you have skewed data then you may need to calculate a median from grouped data:  first you find the interval which contains the median, then you estimate where the median falls within the interval.  You can do this with a minor addition to your frequency table.

You will need to generate the  cumulative totals  of the number of people having an order value at least as big as the bin values.  

· In cell  F3  enter the title  Cumulative freq  and  autofit  the column width 
· In cell  F4  enter the formula  =SUM($D$4:D4) 

· Use the  fill handle  to copy the formula down as far as cell  F15
· Satisfy yourself that you can see why this formula works

The class which contains the median will be the one for which the cumulative frequency first exceeds 50. 

The position of the median within the interval  £5,000-£10,000 can be estimated as follows.

(i) There are 35 values below this interval

(ii) The median is the 50th value

(iii) There are 78 values in the first 2 intervals

(iv) The relative position of the median within the interval is estimated as (50‑35)/(78‑35)

(v) The interval width is £5000 so the median is £5000*(50‑35)/(78-35) above the lower limit of the interval (which also happens to be £5000).

Calculate this on the worksheet.

· In cell  H4  enter the title  Approx median 

· In cell  I4  enter the formula  =B4+(B5-B4)*(50-F4)/(F5-F4) 

Check to see how this approximate value compares with the exact median in cell N6 on the previous sheet.

1.5.4 The modal class

For continuous data, the mode does not usually exist because each observed value only occurs once.   When the data are grouped into classes it can be sensible to talk about the modal group  or  modal class interval,  though of course this will only make sense if equal bin widths are used

Take a look at the histogram of the order value data and observe the modal class.   

Also note the highest frequency in the frequency table.  

Clearly, the modal class will depend upon what classes the data have been grouped into.  Using classes of width £5000 or £2000 the modal class for these data might be recorded as £5001-£10000 or £4001-£6000

Cross tabulation

Many companies hold data which contain more than a single variable.  For example, a database may record, amongst other things:

(i) order reference

(ii) week received

(iii) order value

(iv) order type

(v) delivery month

(vi) whether export licence is required

The questions of interest may not be answered simply by the statistics of the individual  variables, but may require analysis of the pattern of how one variable may change with another.  For instance...

Are orders of a particular type more likely to require an export licence?

Is the annual pattern of demand then same for both export and non-export orders?

A convenient way of investigating such patterns is by using two-way and three-way tables.  This is often referred to as cross-tabulation.  The frequency tables you have already seen in Sections 1 and 2 are one-way tables of counts.

 By the end of this section you should be able to

(i) generate two-way tables of counts

(ii) generate three-way tables of counts

(iii) generate tables of other summary statistics

(iv) manipulate tables 

Generating 2-way tables

Take a look at the data.  

· On worksheet  Order details  inspect the variables in columns  B:G 

Column  F  contains the  Delivery month  and column  G  specifies whether or not an  Export licence  is required.

You will produce a table of the data as shown in Figure 5.1 below.  This type of table is referred to in Excel as a pivot table. 

Figure 5.1

Produce your pivot table on the same sheet as the data.

· Select any cell in the data and use  / Data / PivotTable Report...
· In  Step 1  confirm that the data are in a  Microsoft Excel list or database  and click on   Next> 

· In  Step 2  confirm that the data range as  B3:G102  and click on   Next> 

· In  Step 3
· drag in  Delivery month  as  Row  labels

· drag in  Export licence  as  Column  labels

· drag in  Delivery month  as the  Data,  which will give a  Count of delivery month  in the DATA  area  (You could have used  Export licence  instead)

· click on  Next >
· In  Step 4,  define the PivotTable Starting Cell  as cell  I3, then click on  Finish
· Centre  all the contents of the pivot table to align the frequencies with the column headings

Note that there does seem to be an association between the month and the export licence requirement.  Non-export orders tend to be more common in the summer and export orders tend to be more common in the winter.

Modifying the display in two-way tables

You can show the two-way distribution as two linked one-way distributions.

· Click on the  Export licence  button and drag it to the  left-hand  end of the  Delivery month  button

You will now see the monthly patterns one above the other.

When your pivot table has a combination of two variables for the row labels (i.e. down the table), then you can hide detail of the right-most variable.  Try this now.

· If the  PivotTable  toolbar is not on your screen then use  / View / Toolbars  to select it 
· Drag your  Mouse pointer over the buttons to identify them
· On the pivot table, click on the  Export licence  button, then on the  PivotTable toolbar  click on the  Hide detail  button
You will now see that the monthly pattern details are suppressed and only the export and non-export counts are displayed.

· Click on the  Show detail  button to recover the detail

You can show the two-way distribution as 12 monthly counts of export and non-export orders.

· Drag the  Export licence  button onto the  right-hand  end of the Delivery month  button

You can swap the rows and columns round, in this case putting the months across the page and the export licence categorisation down the page.

· Drag the  Delivery month  button onto the  Total  cell 
This produces a poorer display because there are too many columns.

· Swap the  Delivery month  and  Export licence  buttons back to the original positions to produce a better two-way table

Producing three-way tables

Your data contain more than two variables and you can perform a three-way analysis to answer questions such as...

Do the seasonal patterns of export and non-export orders vary with the type of order?

You could start from scratch to build a three-way pivot table but, since you already have a two‑way table, it is quicker to incorporate the third variable into the existing table.

· Select any cell in the pivot table, then on the  PivotTable toolbar  click on the  PivotTable Wizard  icon to take you directly the  Page 3  of the PivotTable Wizard
· Drag  Order type  onto the  PAGE  area, and click on  Finish 

A control for order types will appear above the pivot table.  Initially the Selector shows (All), indicating that all the order types are included in the table.

· Click on the   Selector arrow  and select  Order type A,  then each of the other order types in turn to observe the two-way pattern for each separate order type 

The page variable can be swapped with the row or column variable, or combined with either of them.

· Drag the  Export licence  button onto  bottom  of the  Order type  button to create a subsidiary page variable 

· Drag the  Order type  button onto the  Total  cell

You now have a two-way display of order type by delivery month, with a page control for export licence.

· Use the  Page control  to check the two-way distribution for export orders only and for non-export orders only

A variable can be removed from a pivot table by dragging the corresponding button outside the table.

· Drag the  Page control  button in cell  I2  to any cell outside the pivot table and observe that you have a  two-way  analysis instead of a three-way analysis

· Use the  Undo  button on the  Standard toolbar  to restore the Page control 

· Repeat for the removal of the  row variable,  then restore the three-way table 

1.6 Summary statistics in pivot tables

In addition to counting the numbers of orders in each two- or three-way category it is possible to tabulate other statistics relating to the orders.  Two further questions you could ask are...

What is the total value of orders in each category?

What is the average value of orders in each category?

You can display the answer to two or more questions in the same table.  Do this for total number of orders and total value of orders in each category.

· Select  any cell  in the three-way table and click on the  PivotTable Wizard  icon

· In  Step 3  of the  PivotTable Wizard  

· Drag the  Count of Delivery month  button out of the  DATA  area  

· Drag the  Order value  button onto the  DATA  area

By default Excel will give the sum of a numerical variable (such as order value) in the DATA area, in contrast to the count of a categorical variable (such as export licence).

· Again, drag the  Order value  button onto the  DATA  area

· Double-click  on the  lower  of the two  Sum of Order value  buttons In the  DATA  area

· In the  Summarise by:  options select  Count 

· Click on  OK  then  Finish 

The number of orders and the total value are displayed for each three-way category.  

Even if the original order values data were formatted as currency the wizard would not carry the formatting into the pivot table.  So if you want to put a pivot table into a report you would have to format the cells after producing the table.  With only one summary statistic in the table this can be done easily by selecting all the values in the table, but with more than one summary statistic it is more tedious if the variables have different formats.

· Format the  Sum of Order values  cells in the pivot table

Look for other patterns in the data.

· Experiment with different  row,  column  and  page  variables

2. Using a sample to make inferences

If you ever look at the results of opinion polls on the TV or in newspapers, you should now be used to seeing not only the results but also - probably tucked away in the corner somewhere - the  sample size  and something called the  sampling error.  This is what this section is all about.

By the end of this section you should be able to

(i) take a random sample

(ii) estimate a population mean

(iii) understand why sampling error exists

(iv) put confidence limits on the estimates of the mean

(v) estimate a population proportion and its confidence limits

This is really a  simulation  of the sampling process.  You do not normally have the complete set of data from a population.  Normally you only have the sample data.

Before we look at the process of random sampling, we need a brief discussion of the difference between  Deduction  and  Inference
Deduction  works from general rules to a specific case.  
If you know that all cats are black then, if you go out to buy a kitten, you can deduce that it will be black.

Inference  works from a specific case to a general rule.  
Thus, if you are the first Martian to land on Earth and the first cat you see is black, could you infer that all cats are black?  What if the first 2 are black? Or the first 10?  The more black cats you see, the more confident you are in your inference, but you can never be absolutely sure!  This is what statistical inference is all about.

Every time you look at a set of data, or get a sample of data or opinions in any way, you are making an informal inference about the world at large.  What you will do here is formalise this inference by making a quantitative assessment of its reliability.

Random sampling

You will now use the spreadsheet to simulate  the process of taking a  random sample from a  population.  Your sample of 99 order values is the whole population of orders received that year.  Auditors of large businesses typically take random samples of transactions because it is too time consuming to check all transactions.  Although the auditors of this company might be able to check all 99 transactions, we will assume that they want to work with a random sample of 10 orders.

Before you start, copy the worksheet.

· Make a  Copy  of the worksheet  Order details  and  rename  it as  Sampling 

· On this worksheet select the cells containing the pivot table and use
/ Edit/ Clear / All
To select an order at random from these 99 orders we need to choose a number from 1, 2, .. .., 99 at random.  The spreadsheet can do this for us: it has a  random number generator .  This is the function  =RAND( )  which produces a random number between 0 and 1.  To generate a random number between 0 and 99 simply multiply by 99.  Because the result isn’t a whole number use the =INT() function to convert to an integer.  This is now  a random integer in the range 0, 1, 2, .., 98.  Add 1 to get the correct range 1..99.

· In cell  I3  enter the title  Random No
· In cell  I4  enter the formula  =INT(RAND()*99)+1
You can now use the  =VLOOKUP(..)  function to find the order value (in column D) which corresponds to the reference number (in column B) for which you have a random sample (in cell I4).

· In cell  J3  enter the title  Sample
· In cell  J4  enter the formula  =VLOOKUP(I4,$B$4:$G$102,3)   

This takes the randomly generated reference number in cell  I4, refers it to the first column of the lookup table of data in cells B4:G102, and returns the corresponding value from the  3rd  column of the lookup table.  

· Make sure it is working correctly by pressing the  F9  key a few times to get new (random) sample values

Now obtain a sample of 10 orders.

· Copy cells  I4:J4 down as far as  row 13
· You should now have, in  J4:J13,  the order values for a simulated random sample of 10 orders

· Press  F9  a few times to simulate the collection of different random samples of 10 orders

Estimating the population mean

Calculate the sample mean.  This is your estimate of the  population mean.

· In cell  I15  enter the title  Mean
· In cell  J15  enter the formula  =AVERAGE(J4:J13)
· Format  the contents of the cell to give sensible precision

You should notice that the sample values change because the spreadsheet automatically recalculates every cell whenever the contents of any cell changes.  You have typed in new values so the RAND() functions recalculated themselves.

· Generate more random samples by pressing the  F9  key 

Note how the sample mean changes from sample to sample.  This highlights our problem with inference - each random sample gives a slightly different mean value.  What can we infer from a single sample about the  true  mean order value in the population?

Calculating confidence limits for the mean

What confidence can we have in a sample mean as an estimate of the population mean?  

If you press the F9 key 100 times, then you will be able to say what range of values you got for the sample mean 95% of the time.

There is a beautiful statistical theorem called the  Central Limit Theorem  which, along with a few other bits and pieces, allows us to say that:

We are approximately 95% certain (confident) that the population mean lies 


between







and







These are called  95% confidence limits.

You should see from the formulae that 

· If there is more variability in the data then 

· the standard deviation in the sample will be bigger

· the standard error will be bigger

· the confidence limits will be further apart

· you will have less confidence in your estimate of the population mean

· If the sample size is bigger

· the standard error will be smaller 

· the confidence limits will be closer together

· you will have greater confidence in your estimate of the population mean

· in other words bigger samples give more reliable estimates

The expression   


is known as the  standard error  and is our estimate of the  sampling error.   So the confidence limits can be written as:

· Upper confidence limit = sample mean + 2 x standard error

· Lower confidence limit = sample mean - 2 x standard error
Now calculate the  95% confidence limits.

· In cell  I16  enter the title  StDev  and in cell  J16  enter the formula  =STDEV(J4:J13)  

· In cell  I17  enter the title  Sample size  and in cell  I17  enter the value  10
· In cell  I18  enter the title  Standard error and  in cell  J18  enter the formula  =J16/SQRT(J17)
· In cell  I19  enter the title  Lower 95% CL  and in cell  J19  enter the formula  =J15-2*J18
· In cell  I20  enter the title  Upper 95% CL  and in cell  J20  enter the formula  =J15+2*J18
· Format the cells  J16  and  J18:J20  to give sensible precision

Check to see if the true population mean (£8046 from the worksheet Order values) lies within the 95% confidence limits.  

· In cell  I22  enter the title  True population mean  and  Autofit  the column width

· In cell  J22 
· type  = 

· find the worksheet called  Order values 

· click on cell  N5  of this sheet

· press the  Enter  key

If you were to repeat the simulation process 100 times (to take 100 random samples) you should expect to “capture” the population mean between the confidence limits (approximately) 95% of the time and to “get it wrong” (approximately) 5% of the time.

· Press  F9  a few times

See how often the true population mean lies between the confidence limits

The range between the two Confidence Limits is called the  Confidence Interval
Calculating a sample proportion and confidence interval

Frequently we want to estimate a  proportion , not a mean: for example, the proportion of the population who would vote Conservative, or buy a new product, or go abroad for their holidays.  We will illustrate this idea by estimating the proportion of the 99 orders which need an export licence.

First find which orders in your sample require an export licence.

· In cell  K3  enter the title  Licence? 

· In cell  K4  enter the formula  =VLOOKUP(I4,$B$4:$G$102,6) 

· Copy  this formula down as far as  K13 

Now recode the Yes / No values numerically so you can calculate statistics.

· In cell  L3  enter the title  Code 

· In cell  L4  enter the formula  =IF(K4=”Yes”,1,0) 

Note that this is the standard coding system



1 = Yes
0 = No

for any question for which you are trying to estimate a proportion.

· Copy  this formula down as far as  L13 

Now identify those in the sample who are earning more than £10000.

· In cell  M3  enter the title  >£10000
· In cell  M4 enter the formula  =IF(J4>10000,1,0)  
In an =IF(..) function, 

· if the test (in this case J4>10000) is true then the formula gives the first value (in this case 1)

· if the test is not true then it gives the second value (in this case 0)

· Copy the formula from  M4  to cells  M5:M13 

You should have the sample export orders marked 1 and the non-export orders marked 0.

The  sample proportion  is simply the average of these 0's and 1's.  You can put confidence limits on this proportion in exactly the same way as the mean, provided that the sample proportion is not too close to 0 or 1 (although this is less of a problem if the sample size is large enough).

· Copy  cells  J15:J20  and  Paste  them into cells  L15:L20 

· Format  cells  L15:L20  except the sample size to  2  decimal places

· Copy  the formulae in  L15:L20  across to  M15:M20 

· Look at the confidence intervals in  L19:L20  and  M19:M20  (for the proportion of orders requiring an export licence and the proportion of orders with a value more than £10000 respectively), based on the samples of size 10

You may end up with the lower confidence level being negative.  This is not really sensible but is the result of having a small proportion and a small sample size.  For this approximation to work, a good guide is that you need the smaller of





sample size x sample proportion



    and
sample size x (1 ( sample proportion)




  to be 
greater than 5
This is not the way this problem is usually addressed in text books.  Most books have a different and more complicated formula.  The method you have used is the easy way!

How big a sample?

One of the commonest questions statisticians get asked is "How big a sample should I take?".  Clearly, big samples are more reliable but more expensive; small samples are less reliable but cheaper.  There is a trade-off to be made.  However, we can calculate what sample size we need for given confidence limits.

2.1.1 Sample size for means

First you will need a  guesstimate  of the standard deviation: this can be hard to come by.  But, if you can guess the maximum and minimum values, a rough estimate of the standard deviation is ( (max-min).
Also you will need to ask yourself, "How precise do I want the answer to be?".  This is the same as asking, using Excel’s terminology: “What do I want the confidence level to be?”

For example, if you want to be 95% confident that the population mean lies within £100 of your estimate, then you require a sample size big enough to ensure than the confidence level will be £100.

The required approximate sample size is 4 x 


2.1.2 Sample size for proportions

If you are using a sample proportion to estimate the population proportion, then you may decide, for instance, that you want to be 95% confident that the population proportion is within 2% of your estimate.  This is the same as saying that the confidence level should be 0.02.

The approximate required sample size = 4 x 


You will need some guesstimate of what the proportion will be: this can be hard to come by.  If it's impossible, assume ( (or 0.5 as a proportion or 50% as a percentage).  If the actual proportion is not near 50% then you will have erred on the cautious side and over-estimated the required sample size. 

Summarising relationships in bivariate data

This is an optional, non-assessed section.

In this section you will look at bivariate data and ways of exploring changes in one variable in response to changes in another.  For example, how does a ship’s loading time depend on the total cargo weight?   You will use bi‑variate plots and regression to investigate the  relationship  between these two variables.

By the end of this section you should be able to

(i) identify which is the dependent variable

(ii) plot bi-variate data 

(iii) draw a line on a graph

(iv) obtain the ‘best’ fitting line and its equation

(v) interpret the equation

(vi) use the equation for prediction

Displaying the data using a Scatter-plot

Always plot the data, and when you do ...  

· the explanatory variable  should be plotted on the X-axis (horizontally) 

· the response (or dependent) variable should be plotted on the Y-axis (vertically). 

First you need to decide which variable depends upon the other. In most cases this is obvious.  If in doubt, ask yourself which one you want to  predict:  This is the dependent variable

For Excel to plot them on the correct axes you need to put them in the correct order on the spreadsheet 

· X on the left
· Y on the right
The loading times for ten voyages of vessels of the same class carrying the same type of cargo are shown in Table 7.1 below.

	Table 7.1
	weight in kt
	loading time in hrs

	
	7
	6

	
	11
	11

	
	13
	9

	
	13
	12

	
	17
	12

	
	21
	14

	
	25
	16

	
	25
	17

	
	27
	15

	
	31
	20


You are going to produce a scatter plot to look like Figure 7.1 below.

Figure 7.1

Plot the data.

· In cells  B3:C13  on a new worksheet enter the data from  Table 7.1, including column headings 

· Improve the formatting

· select cells  B3:C3  and use  Format/Cells.../Alignment/Wrap text

· adjust the widths of columns  B  and  C  to display the labels clearly

· use other formatting such as alignment to improve the display

· Select the block  B3:C13  containing the data, including the titles, and use the  Chart Wizard
· In  Step 1  choose the Chart type  as  XY (Scatter),  and for the  Chart sub-type  select the  First  option

· In  Step 2  on the Series  tab page confirm the  data range  for each axis

· In  Step 3  

· Change the chart title, and put in x- and y-axis titles 

· Show the major gridlines for both axis

· Remove  the  Legend
· In  Step 4  you should  Place the chart  as object in  the current worksheet

2.2 Fitting a Trend Line to the Data

If you want to predict the loading time for another voyage with a 20 kilotonne load then 23 hours would be a 'not-unreasonable' estimate, because...


this is the loading time for a voyage on which 20 kilotonnes was carried
But the scatter plot shows that, in addition to the cargo weight effect on loading time, there appear to be some other random effects for which we do not know the cause.  Other effects which may affect loading time, but for which we have no information are...


weather


personnel


quay congestion 

Drawing a line through the points and using the line to predict costs will enable you to smooth out these other effects.  This  fitted line  represents...


the relationship which shows how loading time depends on cargo weight

It is reasonable to assume that the relationship is linear, i.e. can be expressed as a straight line, for two reasons: 

· Empirical evidence 
Looking at the graph appears to confirm that the relationship is linear.

· Theoretical evidence 
In the absence of evidence to suggest that the relationship is not linear, 
we use the simplest assumption, that the relationship is linear.  

Excel has a function which will automatically fit a straight line to your data and draw it on the chart.

· Select the  data  points by clicking on one of them, and use  / Chart /Add Trendline... 

· On the  Options  tab page select  Display equation on chart 

· If the equation that appears on your chart is not located in a convenient place move it by clicking/dragging

You should have the equation:   y = 0.4859x + 3.9676
Excel uses y and x instead of the variable names  Loading time and  Cargo weight.  

Excel adopts the common convention of using

· y   for the   response   (or dependent) variable on the   vertical  axis  

· x  for  the  explanatory  variable on the  horizontal  axis  

You can edit the variable symbols to meaningful names as with any other text.

The equation can be written as 



 Time =   0.4859 Weight  +  3.9676

This means that

· increasing weight by 1 unit (1 kt) increases loading time by 0.4859 units (hours)

· when weight is 0, loading time is theoretically 3.9676 units (hours), which
is the “overhead” associated with the loading process

The common terminology is

· the multiplying factor (0.4859) is known as the  slope
· the fixed value (3.9676) is known as the  intercept
Note that it is more common to write the constant part before the variable part, i.e. ...


 

Time =   3.9676  +   0.4859Weight

The process of fitting a straight line to a set of data is technically known as  regression  in books on business statistics

Predicting a new Loading Time value

2.2.1 Methods of prediction

Having produced a scatter-plot and a fitted line in Excel, there are now 3 ways that you could predict loading time for other weight budgets.  You can:

(i) read off the value of loading time from the graph

(ii) calculate the loading time from the equation

(iii) get Excel to calculate the loading time for you.

You will now use each of these three methods to predict the loading times for a cargo of weight 20 kilotonnes.  Make a note of your answers in the spaces provided.

Reading from the graph


Use the graph you have drawn in Excel and read off the approximate value of loading time when cargo weight is 20 kilotonnes ....

Using the regression equation

Use the equation that Excel has given you to calculate the value of loading time 
when cargo weight is 20 kilotonnes ....

Using the Trend function
· In cell  B18  enter the title  Future load,  and in cell  B19  enter the value  20 

· In cell  C18  enter the title  Predicted time  
· Select cell  C19  and use  / Insert / Function...
· In the  Function Category  list box

· select  Statistical
· scroll down the right hand list box and select the  Trend  function

· click on   Next >
· Click in the  known_y's  edit box, then select the cells which contain the loading time data (don't include the heading)

· Click in the  known_x's  edit box, then select the cells which contain the weight values (don't include the heading)

· Click in the  new_x's  edit box, then select cell  B19 

· You do not need to use the  const  (i.e. constant) edit box, so click on Finish  

Excel gives you a prediction, which should be the same as before...


Precision

Although the prediction is the ‘most likely’ given the available data, there are a number of sources of uncertainty in this prediction:

· the loading times will not be exact (all times are appear to be rounded of to the nearest hour, and there could well be recording errors) 

· the actual weights given in the data will not be exact (all weights are rounded to the nearest kilotonne, and it is quite likely there would be other errors in the recorded weights)

· the same would apply to a future weight of 20 kilotonnes

· most important of all, even if all the times and weights were exact there will be other causes of variation in loading time (such as weather, types of cargo and variation between vessels), and this uncertainty is reflected in the scatter of the point about the trendline

So it is not sensible to report predicted loading times to a high degree of precision.  On decimal place, or even to the nearest hour may be appropriate here.

You should always use common sense and be aware of what your data mean when deciding on appropriate levels of precision.

2.2.2 Extrapolation

It is generally not sensible to use a trendline to predict outside the range of the data. (This process is known as extrapolation.)   

In this example, for example, it would not be sensible because there may never be smaller consignments, and vessels of that class may never carry loads over, say, 35 kilotonnes.   

However if we need to make some prediction then we can do so provided ... 



 we use this with extreme caution 


 we make our reservations explicit
You should always use common sense and be aware of what your data mean when considering predictions outside the range of the available data.

Using the Regression Tool

Regression analysis can be performed using the Data Analysis Tools.  However the Regression Tool, like the Descriptive Statistics Tool, gives results which are not dynamically linked to the data.

· Select  /Tools/Data Analysis/Regression
· Enter the  Input Y Range  as the cells containing the Loading time values (C4:C13)

· Enter the  Input X Range  as the cells containing the Weight values (B4:B13)

· In the  Output Options  window select  Output Range  and in the box enter a cell reference somewhere below the data such as cell  B20 

· Click on OK
You should see:

	SUMMARY OUTPUT
	
	
	
	
	
	

	
	
	
	
	
	
	

	Regression Statistics
	
	
	
	
	
	

	Multiple R
	0.946823694
	
	
	
	
	

	R Square
	0.896475107
	
	
	
	
	

	Adjusted R Square
	0.883534496
	
	
	
	
	

	Standard Error
	1.391371803
	
	
	
	
	

	Observations
	10
	
	
	
	
	

	
	
	
	
	
	
	

	ANOVA
	
	
	
	
	
	

	
	df
	SS
	MS
	F
	Significance F
	

	Regression
	1
	134.1127
	134.1127
	69.2761
	3.28E-05
	

	Residual
	8
	15.48732
	1.935915
	
	
	

	Total
	9
	149.6
	
	
	
	

	
	
	
	
	
	
	

	
	Coefficients
	Standard Error
	t Stat
	P-value
	Lower 95%
	Upper 95%

	Intercept
	3.967605634
	1.19331
	3.324874
	0.010464
	1.215826
	6.719385

	weight in kt
	0.485915493
	0.058381
	8.323227
	3.28E-05
	0.351289
	0.620542


The only two things you need are in the bottom left-hand corner

Intercept

-  the value is  3.9676

Weight Coefficient 
-  this is the slope, with value 0.4859
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